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01 Why MMGR? Visual plausibility does not imply valid reasoning
A generation must solve the original task while preserving its rules, state and causal structure.

Abstract reasoning · Preserve rules
Fixed givens and global constraints expose
solutions that quietly change the task.

Embodied navigation · Preserve state
The scene, agent and goal must stay consistent
across viewpoints and trajectories.

Physical commonsense · Preserve causality
Generated motion must follow valid dynamics,
beyond a convincing visual appearance.

02 Benchmark design & evaluation 3 domains · 10 tasks · 1,853 samples

Three complementary reasoning domains · Fig. 2 Task coverage and reasoning abilities · Table 1

Task success requires every check to pass.
1 · Integrity
Givens, scene, agent, goal

2 · Outcome
Correct target or answer

3 · Evidence
Video steps / final image

Maze/Sudoku: pixel + OCR · Other tasks: VLM + sampled human checks

03 Results: symbolic failures, navigation gaps and physical plausibility
Table 4 · Zero-shot task success (%) · Video: process + final state; image: final state · Bold = best · Navigation rankings are evaluator-dependent

04 Case studies: where the generated solution breaks
D1 · Maze

Walls are crossed and the maze changes, even though the target is
reached.

D2 · 3D navigation

The agent reaches the target after the staircase geometry changes.

D3 · Coffee grinding

Beans become fine grounds without showing the required crushing
interaction.

D1 · Sudoku

Repeated revisions still violate constraints and change a given clue.

D2 · SLAG

The 3D rollout reaches the goal while the 2D trajectory drifts away.

D3 · Ballet rotation

The generated turn distorts the body and misses the required
leg-whip dynamics.

05 Ablation diagnostics & evaluation reliability
Setting sensitivity · Veo-3 Top-down overall success (%) Human-evaluator agreement (%) · By task and model

Appendix diagnostic subsets; floor, goal and fidelity groups use their reported settings. Reported reliability subsets; raw agreement is not task success and is sensitive to class imbalance. Navigation rankings
require human validation.

Evaluate generated media as solutions under constraints.
Video Sudoku: 0% across all three models.
Physical Concepts: Sora-2 76%.
Inspect the preserved state, valid steps and final outcome.
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PROJECT
Project website

CODE
GitHub repository

DATA
Dataset

VIDEO CASES
Watch the cases

ARC

V1, Easy, Match

4x4, Easy 9x9, MediumHard, 13×13, (r->c) Medium, 9×9, (c->c)

Prompt Text: A parasail is being inflated and prepared by crew, showing the 
process of inflation and the parachute's texture.
Physics Focus: Action: parasailing
Expected Motion: Action should be performed correctly

Prompt Text: A ballet dancer performs a fouetté turn, whipping one leg around 
while spinning on the other.
Physics Focus: Conservation of angular momentum, centripetal force
Expected Motion: Rapid leg whip, continuous rotation, stable center

Question: Ken is the best sugar cube 
retailer in the nation. Trevor, who loves 
sugar, is coming over to make an order. 
Ken knows Trevor cannot afford more 
than 127 sugar cubes, but might ask for 
any number of cubes less than or equal to 
that. Ken prepares seven cups of cubes, 
with which he can satisfy any order 
Trevor might make. How many cubes are 
in the cup with the most sugar?
Category: Omni-Math, T3, Applied

Maze Solving Sudoku Solving Math

Logical, 2D Spatial, Temporal Reasoning Logical, 2D Spatial Reasoning
Logical Reasoning

Logical, 2D Spatial, Temporal Reasoning

Physical, 
3D Spatial, 
Temporal 
Reasoning

Physical, 
3D Spatial, 
Temporal 
Reasoning

Physical, 
2D Spatial, 
Temporal 
Reasoning

Physical, 
2D Spatial, 
3D Spatial, 
Temporal 
Reasoning

Physical, 3D Spatial, Temporal Reasoning Physical, 3D Spatial, Temporal Reasoning

Physical Concept Sports

Domain 3: Physical Commonsense

Domain 2: Embodied Navigation

Domain 1:  Abstract Reasoning 

Maze: 3x3, Easy

Prompt: 
Create a 2D animation based 
on the provided image of a 
maze to find the valid solution. 

Benchmark Generation Evaluation

Veo-3 Sora-2

t2 t4 t6

Video Generative Models

Input: solution image
Video: generated video/image
Prompt: Justify whether the video/image presents a 
solution based on the provided solution ….

Human 
Evaluation

Primary Metrics

Input

Fine-grained Metrics

Action Reflection: 0
Target Achievement: 1

Failure Mode:
Maze Change: 0

Cross Wall: 0

Overall: 1

Domain 1: Abstract Reasoning 

Maze: Grid Size, Maze Generator … 
Sudoku: Grid Size, Puzzle Difficulty…
Math: GSM8K, Math500, AIME, Omni-Math
ARC-AGI: v1, v2, match, mismatch, …

[Granularity and Hard-level Control]

Domain 2: Embodied Navigation

Tasks: 
- 3D Real World Navigation 
- Last-Mile Navigation
- Top-Down View Navigation
- Simultaneous Localization
Hard-Level: 
- Environmental Complexity (#Floors) 
- Destination Specification (Color, Text)
- View Fidelity
- Trajectory Distance

Domain 3: Physical Commonsense

Task: Physical Concepts, Sports

start

end

Wan-2.2

Image Generative Models

Nano-
Banana

(Pro)

GPT-4o-
Image

Qwen-
Image

Model: Veo-3 (Sampled frames)

Automatic 
Evaluation

Fine-grained Metrics

wall-crossing ratio = 0.005
path IoU = 0.58
target achievement = 1
maze structure IoU = 0.80

Figure 1: Overview of MMGR. Benchmark: MMGR assesses coherent reasoning across three domains (Abstract
Reasoning, Embodied Navigation, and Physical Commonsense), each with granular difficulty control. Generation:
given a task input and prompt (here, an Easy 3×3 maze), we prompt state-of-the-art video and image generative
models (e.g., Veo-3) to produce a step-by-step solution. Evaluation: a hybrid pipeline scores each output through
automatic evaluation (VLM-based judgment and deterministic rule-based checks) and human evaluation, yielding
fine-grained metrics and a gated primary success score.

Benchmark Task Domain Phy. Log. 3D Spa. 2D Spa. Temp. # Samples

D1: Abstract Reasoning
Maze (Section C) ✓ ✓ ✓ 240
Sudoku (Section D) ✓ ✓ 300
ARC (Section E) ✓ ✓ ✓ 456
Math (Section F) ✓ 327

D2: Embodied Navigation
Last-Mile Nav. (Section H) ✓ ✓ ✓ 120
Top-down View Nav. (Section I) ✓ ✓ ✓ 120
3D R.-W. Nav. (Section J) ✓ ✓ ✓ 120
SLAG (Section K) ✓ ✓ ✓ ✓ 120

D3: Physical Commonsense
Physical Concepts (Section L) ✓ ✓ ✓ 25
Sports (Section L) ✓ ✓ ✓ 25

Total Evaluation Samples 1,853

Table 1: Overview of MMGR’s three task domains and
their alignment with the five core reasoning abilities:
Physical (Phy.), Logical (Log.), 3D Spatial (3D Spa.),
2D Spatial (2D Spa.), and Temporal (Temp.).

spans 10 tasks across three domains (Table 1
and Figures 1 and 2): D1: Abstract Reasoning,
covering Maze, Sudoku, Math, and ARC (Chol-
let, 2019); D2: Embodied Navigation, covering
panoramic, top-down, 3D real-world navigation,
and Simultaneous Localization and Generation
(SLAG) (Anderson et al., 2018; Savva et al., 2019;
Deitke et al., 2020; Ramakrishnan et al., 2021); and
D3: Physical Commonsense, covering basic phys-
ical interactions and sports scenarios (Battaglia
et al., 2013; Yi et al., 2020; Bakhtin et al., 2019;
Bear et al., 2021). Together, these tasks probe five
abilities: Physical, Logical, 2D Spatial, 3D Spatial,
and Temporal reasoning.

MMGR is designed to be comprehensive along
the axes missing from prior benchmarks. It com-
pares video and image generators on the same task
families and uses answer-verifiable scoring when-

ever reliable ground truth exists. For video gen-
eration, it further adopts a process-aware chain-
of-frame criterion: intermediate frames must be
valid steps toward the target outcome, not merely
smooth transitions between plausible visual states.
This lets MMGR ask whether temporal generation
provides a real reasoning advantage or instead intro-
duces new failures from maintaining cross-frame
consistency.

Our evaluation of state-of-the-art video and im-
age generators reveals a consistent gap between vi-
sual quality and reasoning correctness. Video mod-
els achieve their strongest performance on Physical
Commonsense, with Sora-2 reaching 76.00% on
Physical Concepts and 64.00% on Sports, but they
remain weak on symbolic tasks, with all video mod-
els scoring 0.00% on Sudoku, below 12% on ARC,
and below 11% on Math. In Embodied Naviga-
tion, image generators obtain the strongest final
task scores, with Nano-banana Pro leading all four
navigation tasks, while video models remain brittle
under cross-view alignment and long-horizon spa-
tial grounding. These findings show that longer and
more visually coherent generation does not auto-
matically imply stronger reasoning. MMGR there-
fore reframes multimodal generation evaluation
from asking whether generated images and videos
look convincing to asking whether they solve the
reasoning problems they depict.

Video Models Image Models LLM Baselines

Task Veo-3 Sora-2 Wan-2.2 Nano-banana Nano-banana Pro GPT-4o-image GPT-image-1.5 Qwen-image Gemini-3-Flash Gemini-3-Pro

D1: Abstract Reasoning
Maze 3.67 0.00 0.00 3.67 9.17 0.00 0.97 0.14 55.67 59.33
Sudoku 0.00 0.00 0.00 8.60 7.00 1.33 6.78 0.00 65.53 63.75
ARC 4.80 11.67 0.15 8.15 28.07 0.00 12.72 2.15 – –
Math 10.61 10.56 0.00 11.47 72.69 26.24 25.52 11.22 71.38 74.14

D2: Embodied Navigation
Last-Mile Nav. 60.00 0.00 14.17 74.17 75.83 0.00 55.84 16.67 – –
Top-down View Nav. 19.49 3.39 5.09 11.11 33.05 3.39 26.27 5.08 – –
3D R.-W. Nav. 22.50 0.00 24.17 79.17 85.00 13.33 77.92 38.33 – –
SLAG 11.02 12.50 0.85 28.79 37.29 16.67 31.36 6.78 – –

D3: Physical Commonsense
Physical Concepts 41.67 76.00 26.67 – – – – – – –
Sports 60.00 64.00 21.33 – – – – – – –

Table 4: Zero-shot reasoning performance of state-of-the-art generative models on MMGR. Each cell reports a
single task-level final score (%), aggregated over all difficulty levels and subsets and computed with the primary met-
ric in Table 3; Maze and Sudoku generation scores use deterministic pixel- and OCR-based evaluators, respectively.
The best score per task is shown in bold. Gemini baselines are direct text-solver scores on the abstract reasoning
tasks, and “–” marks a model that was not evaluated or for which no usable result file was available. Fine-grained
results are provided in the Appendix.

a single constraint still scores 0. The metrics are
task-specific. In Abstract Reasoning, a successful
Maze solution must leave the input maze unaltered,
cross no walls, and reach the target, while a Sudoku
solution must keep the given clues fixed, satisfy ev-
ery row, column, and box constraint, and complete
the grid. In Embodied Navigation, an episode must
jointly satisfy task completeness (success, oracle
success, and trajectory alignment), physical un-
derstanding (object semantics, agent consistency,
and spatial alignment), and instruction following
(destination integrity and scene consistency). In
Physical Commonsense, a generation must com-
bine physics accuracy with motion quality, visual
realism, and prompt adherence. Video outputs are
scored for both final outcome and, where relevant,
intermediate-frame validity, whereas image outputs
are scored against the same task-level constraints
at the final output alone.

Deterministic Evaluation. For tasks with exact
ground truth, we use rule-based checks as the main
generation scores in Table 4. Maze uses pixel-
based path reconstruction to check whether the gen-
erated path preserves the maze layout, avoids walls,
and reaches the target. Sudoku uses OCR followed
by exact-match and constraint checks to verify clue
preservation and grid validity. For videos, these
checks are applied frame by frame; for images, they
are applied to the single generated output.

VLM-Based Evaluation. For tasks without
reliable pixel- or symbol-level verification,
including embodied navigation and physical
commonsense, we use Gemini-2.5-Pro as an
automated judge with task-specific rubrics. The
judge scores the intermediate and final criteria

specified by each rubric, which combine into
the gated primary score defined above. Because
VLM-based judging is imperfect, we report
human-evaluator agreement in Section 5.2 and
interpret these results with task-specific reliability
caveats. Text-solution baselines are scored directly
against the corresponding ground-truth answers
or action trajectories where available.

5 Evaluation Results

5.1 Automatic Evaluation
Table 4 reveals a clear gap between visual gen-
eration and task-level reasoning. Each score is
zero-shot performance under the task’s primary
success metric: Maze and Sudoku use determin-
istic generation checks, while tasks without exact
verification use the rubric-based VLM evaluator
described above. Text-only Gemini results appear
only as diagnostic baselines for abstract reasoning,
not as multimodal generation systems.

Abstract Reasoning. Generative models strug-
gle most where tasks impose explicit symbolic or
spatial constraints. In Maze, the best generator is
Nano-banana Pro (9.17%), with Veo-3 and Nano-
banana at 3.67% and all others below 1%. In Su-
doku, every video model scores 0.00%, and the
best image generator reaches only 8.60%. ARC is
similarly hard: Nano-banana Pro leads at 28.07%,
while the best video model, Sora-2, reaches just
11.67%. Math is the lone exception: Nano-banana
Pro reaches 72.69%, close to the Gemini text base-
lines (71.38% and 74.14%), though video models
stay far lower (0.00–10.61%). Across these tasks,
visually coherent generation does not reliably pre-
serve the state, rules, and intermediate deductions

Start

End

Frame 1 Frame 2 Frame 3 Frame 4 Frame 5

Maze Changed = 1

The maze structure in the last several frames 
differ from the reference, constituting a 
failure of the maze integrity criterion. 
Specifically, a segment of the central black 
wall immediately to the bottom of the ending 
position is missing, replacing a solid obstacle 
with an open path.

Target Achievement = 1

The green square successfully 
reaches the red square goal, 
which is located in the same 
position as the goal in the 
reference solution image. The 
video ends with the green square 
stopped on the goal.

Cross Wall = 1

The green square crosses walls 
during its movement. For example, 
between frames 3 to 5, the green 
square moves from one white cell 
to another non-adjacent white 
cell, passing directly over a black 
wall cell in the process.

Action Reflection = 0

In the video, the green 
square does not exhibit 
exploratory behavior (e.g., 
backtracking or 
attempting multiple paths) 
across frames and it shows 
only a direct route.

crossing wall !
maze changed !

Prompt Text: 
    Create a video showing a humanoid robot successfully navigating from a starting point through a multi-
story indoor space. The robot obeys physical constraints and is the only object that moves in the entire 
video, beginning standing at the designated starting location on the floor toward a fixed bright red 
(#ff0000) region marked on the floor. When moving between floors, the robot climbs or descends the 
staircase step-by-step, keeping its feet planted on individual treads. The camera is third-person isometric 
view (a "dollhouse" view).

Input Image

Frame 1s Frame 2s

Frame 5s Frame 6s Frame 8s

Frame 4s

Object Semantic Score (tmp) = 1
The agent understood the vertical 
movement on a stair.

Scene Consistency Score = 1
It maintained the input scene 
detail and the scene style.

Object Semantic Score = 0
The agent jumped to the ground floor from 
the second floor, and its body was stuck on 
the floor.

Scene Consistency Score = 0
It recreated a new straight 
staircase instead of the curved one.

(Oracle) Success Score (3D) = 1
The agent arrived the red marked area.

Agent Consistency Score = 1
The agent moved continuously 
without teleporting.

Veo-3

Frame 0s Frame 2s

Frame 8s Frame 10s Frame 12s

Frame 6s

Destination Integrity Score = 0
It revised the red marked area from 
on the floor to on the wall.

Object Semantic Score = 0
The agent stood on a ‘air’ platform 
near the stairs.

Destination Integrity Score = 1
The red marked area did not change.

Scene Consistency Score = 0
It created a new scene in a new 
video style.

(Oracle) Success Score (3D) = 0
The agent did not arrive at the 
destination, and didn’t ever arrive there.

Object Semantic Score = 0
The agent walked through the 
railing.

Sora-2

Frame 0s Frame 1s

Frame 3s Frame 4s Frame 5s

Frame 2s

Scene Consistency Score = 0
The table on the right moved to the 
left.

Destination Integrity Score = 1
Although the indoor scene has changed, 
the location of the marked area remains 
the same.

Spatial Alignment Score = 0
The agent walked backwards down the 
stairs.

Scene Consistency Score (tmp) = 1
It maintained the input scene 
detail and the scene style.

(Oracle) Success Score (3D) = 0
The agent did not arrive at the 
destination.

Agent Consistency Score = 0,
Object Semantic Score = 0
The agent moved in a drifting, 
disjointed manner, and stood on a table.

Wan2.2

Prompt Adherence = 0

The prompt requires 
showing a metal grinder 
crushing coffee beans, but 
the video omits the 
crushing action. Although 
the grinder and beans 
appear, the scene shows a 
transformation rather than 
the required physical 
interaction, failing to follow 
the core process.

Physics Accuracy = 0

The video fails to show actual solid-solid 
crushing mechanics. Instead of grinder 
burrs fracturing coffee beans, it depicts a 
magical transformation: whole or partially 
broken beans fall from the chute, but 
around the 6-second mark they suddenly 
become uniform grounds with no physical 
cause. This breaks conservation of mass 
and ignores material fracture mechanics, 
since real grinders do not spontaneously 
convert whole beans mid-air.

Motion Quality = 0

The motion is unnatural and 
discontinuous. The initial output of 
whole and broken beans is chaotic, 
lacking the controlled feed typical 
of a grinder. The most significant 
issue is the abrupt transition where 
the output instantly shifts from 
large particles to fine grounds—a 
state-change effect rather than a 
smooth, physical grinding process.

Visual Realism = 0

While the static elements (the 
grinder’s metal finish, whole 
beans, and final grounds) look 
realistic, the transition from 
beans to grounds is visually 
implausible. The material change 
appears more like a digital morph 
than a physical grinding process, 
making the video feel unrealistic 
and staged.

Frame 1 Frame 2 Frame 3 Frame 4

Frame 5 Frame 6 Frame 7 Frame 8

Prompt Text: Metal grinder crushing coffee beans.
Physics Focus: States of matter interaction: solid_solid
Expected Motion: Natural interaction between materials

whole or 
partially 
broken beans

uniform grounds

Easy (4x4) Example

Second 1: Veo-3 consistently 
begins its solution by filling 
the top-left cell (0,0) with 
the digit “2.”

Second 2: Veo-3 exhibits self-reflection 
by changing its initial entry from “2” to 
“3,” but then incorrectly fills the (1,1) 
cell in the box with “4,” violating 
constraints because another “4” already 
exists in the same box.

Second 3: Veo-3 demonstrates self-
reflection by revising the filled digit from 
“4” to “2” to prevent a box-level violation; 
however, this adjustment still violates 
constraints, as a “2” is already present in 
the same row.

Seconds 4-5: Veo-3 overlooks 
the violations in the second 
column and fills cell (2,1) 
with the digit “2,” which 
breaks the constraints 
because another “2” already 
exists in the same column.

Second 6: Veo-3 exhibits self-
reflection by changing the filled digit 
at (2,1) from “2” to “1” to avoid a 
column conflict, but this introduces a 
new violation because another “1” 
already exists in the same row. It also 
replaces the clue at (3,0) with “1,” 
creating an additional box-level 
conflict and altering a provided clue.

Seconds 7: Veo-3 fills the 
(3,1) and (3,2) cells with two 
“2” digits – this step creates 
a lot of constraints 
violation. 

0         1        2          3

0

1

2

3

constraint
violationself-reflection

self-reflection

constraint
violation

constraint
violation

self-reflection

constraint
violation

clues changed

constraint
violation

constraint
violation

Last Frame: As a result, the model 
fails to solve the puzzle, producing a 
final output with missing digits, 
repeated violations, and altered clues 
across frames.

Prompt Text: 
    Create a split-screen video for the task "Simultaneously Localization and Generation." The left panel 
must show a humanoid robot navigating a photorealistic 3D indoor scene to a bright red (#ff0000) target 
area painted on the floor, while the right panel simultaneously shows a generated bright green (#00ff00) 
trajectory line that grows as the robot advances in a fixed 2D top-down map in real time. Keep the 
camera static, isometric, and wide enough to include the entire navigable layout.

Input Image

Frame 1s Frame 2s

Frame 4s Frame 5s Frame 8s

Frame 3s

Trajectory Alignment Score (tmp) = 1
The movement in 2D top-down panel 
aligned with the one in 3D panel.

Scene Consistency Score = 1
It maintained the input scene 
detail and the scene style.

Agent Consistency Score = 1, 
Scene Consistency Score = 1
The agent moved continuously without 
teleporting. And it maintained the input 
scene detail and the scene style.

Spatial Alignment Score = 1
The agent in 3D panel recognized 
the start and the moving direction 
matches the agent’s orientation.

(Oracle) Success Score (2D) = 0
Simply reaching the red-marked area 
does not constitute a 2D success; the 
SLAG task requires reaching the same 
location as the 3D area.

(Oracle) Success Score (3D) = 1
Trajectory Alignment Score = 0
The agent in 3D panel arrived the 
red marked area, while the one in 
2D panel misaligned with it.

Veo-3

Frame 0s Frame 2s

Frame 8s Frame 10s Frame 12s

Frame 5s

Object Semantic Score = 0
The agent walked through a wall 
and a cabinet.

Trajectory Alignment Score = 0
In the 2D panel, the agent moves along 
the green line and makes a turn that is 
not present in the 3D panel.

Destination Integrity Score = 1
It maintained the red marked area when 
the agent doing navigation.

Scene Consistency Score = 0
It created both new scene in 3D and new 
map in 2D panel. The hallucinated marked 
area in 2D also not matched.

(Oracle) Success Score (2D) = 0
The agent did not arrive at the target 
aligned with the one in 3D panel, even if 
it arrived in the red marked area in 2D.

(Oracle) Success Score (3D) = 1
The agent in 3D panel arrived the 
red marked area.

Sora-2

Frame 0s Frame 1s

Frame 3s Frame 4s Frame 5s

Frame 2s

Object Semantic Score = 0,
Agent Consistency Score = 0
The agent in 3D panel teleported / flied 
to the indigo wall and walked on that.

Destination Integrity Score = 1
The location of the red marked area in 
3D panel remains the same.

Scene Consistency Score = 1
It maintained the input scene detail and 
the scene style both in 3D and 2D panel.

Spatial Alignment Score= 1
The agent in 3D panel recognized 
the start and the moving direction 
matches the agent’s orientation.

(Oracle) Success Score (3D) = 0,
(Oracle) Success Score (2D) = 0
The agent in 2D/3D panel did not arrive 
at the target although it is very close.

Trajectory Alignment Score = 0
In the 2D panel, the agent moves along 
the green line and makes a turn that is 
not present in the 3D panel.

Wan2.2

Prompt Adherence = 0

The video does not match 
the prompt. Instead of 
performing a fouetté turn, 
the dancer completes a 
single, slow rotation with 
her leg extended. This 
movement aligns more with 
a pirouette à la seconde or 
tour à la seconde. The 
essential “whipping” action 
of the leg—required for a 
true fouetté—is completely 
missing.

Physics Accuracy = 0

The video contains noticeable physics and 
anatomy violations, particularly in Frames 
7 and 12, where the dancer’s extended leg 
and upper-body become unnaturally warped 
in mid-rotation. This deformation breaks 
realistic limb geometry and disrupts the 
expected biomechanics of a controlled turn. 
Such distortion is inconsistent with how a 
leg would move under normal joint 
constraints, balance, and angular 
momentum, revealing clear failures in 
physical and anatomical consistency despite 
the otherwise smooth rotation.

Motion Quality = 0

The motion does not match a 
true fouetté turn, which 
requires a rapid, whipping 
leg action to generate 
momentum. Instead, the 
video shows slow, controlled 
rotations with the leg held 
steadily in à la seconde. The 
distinct sharp “whip” that 
defines a fouetté is absent, 
so the movement lacks the 
expected speed and 
percussive quality.

Visual Realism = 0

The video appears realistic at 
first glance, but it contains 
noticeable physics and anatomy 
violations. This deformation 
breaks realistic limb geometry 
and expected biomechanics, 
showing clear failures in physical 
and anatomical consistency 
despite the otherwise smooth 
motion.

Frame 1 Frame 2 Frame 3 Frame 4

Prompt Text: A ballet dancer performs a fouetté turn, whipping one leg around while spinning on the other.

Physics Focus: Conservation of angular momentum, centripetal force
Expected Motion: Rapid leg whip, continuous rotation, stable center

Frame 5 Frame 6 Frame 7 Frame 8

Frame 9 Frame 10 Frame 11 Frame 12

Frame 13 Frame 14 Frame 15 Frame 16

1 floor 2+ floors0

25

50

37.14

13.89

Floors

Color Text0

25

50
38.89

11.43

Goal

Q3 Q4 Q50

25

50

20.83
29.17 26.09

View fidelity Task · Evaluator Veo-3 Sora-2 Wan-2.2 Nano-banana Pro
Maze · Pixel 95.56 100.00 100.00 --
Sudoku · OCR 100.00 100.00 100.00 --
ARC · VLM 94.90 -- -- --
Last-Mile Nav. · VLM 53.50 -- -- 30.00
Top-down Nav. · VLM 79.15 -- -- 51.69
3D R.-W. Nav. · VLM 75.33 -- -- 21.67
SLAG · VLM 88.45 -- -- 62.39
Physics · VLM 65.31 -- -- --

https://zefan-cai.github.io/MMGR.github.io/
https://github.com/Zefan-Cai/MMGR
https://huggingface.co/datasets/ZefanCai/Video-Reasoning-Clean
https://zefan-cai.github.io/MMGR.github.io/#cases

