
R-KV: Redundancy-aware KV Cache Compression for Reasoning Models

We want to make your Reasoning Model run fast!

Motivation: Reasoning Model’s Output is Super Long 
Redundant! It’s Time to Do Some Thing!

Overview: Decoding Time Compression (Left) and Redundancy 
and Importance Joint Selection (Right)

Results: Match Full KV Baseline with 
10% KV Cache Maintained

Case Study: Token Selected by R-KV Compared with
Token Selected only based on Importance 

Failure Case of Attention-Based 
KV Cache Eviction

Efficiency Results: R-KV Achieves 8X Throughput Improvement
 with Lossless Performance
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