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Motivation and approach

UTTT: shared fast weights across layers
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Long-context language modeling

124M / 760M models; 32K training context; 4K chunks and local attention.
PTL (nat): 230K on Books3. RULER (%): mean over 4K, 8K, 16K and 32K.

Objaverse - GSO; within-view attention; 11 train / 23 eval writes.
Mean metrics: views 1-23 per object, then 1,019 objects. PSNR in dB.
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(a) Training Throughput (b) Step breakdown (c) Training Efficiency MOoE evidence: read-output gradients reach 77/77 earlier deep writes (TTT-MoE: 0/77). Cutting the layer-8 — layer-3 route
Up to 1.39x throughput; 27% fewer GPU-hours to matched loss vs. TTT-MoE. costs 0.69 dB on GSO.
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